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Abstract. We present a matrix interpretation of standard forward and reverse modes
of automatic differentiation (AD) in terms of forward- and back-substitution of the
extended Jacobian system. We then show how efficiency improvements for Jacobian
calculation are achieved by performing Gaussian elimination on the extended Jacobian.
We introduce the ELIAD tool, developed to enable such elimination AD and present
results demonstrating significant run-time improvements both for individual finite-
volume flux Jacobian calculations and for a 2-D parabolised Navier-Stokes (PNS) flow
solver.

1 Introduction

There is increased interest in Newton solvers for CFD due to their quadratic
convergence. In [11], the Jacobian J associated with the residual vector R(q)
for conservative flow variables ¢ was hand-coded. Others [10] automated this
process using symbolic algebra tools but after much refinement to control the
growth of symbolic expressions and account for all dependencies. This approach
is severely limited for code with branches, loops and sub-programs. Attention
has shifted to Newton-Krylov solvers requiring calculation of Jacobian-vector
products J - d. Local flux Jacobians are still required for preconditioning and
in [5], finite-differencing was used.

The field of Automatic Differentiation (AD) [3] comprises tools and tech-
niques enabling numerically exact differentiation of functions defined by com-
puter code. State of the art AD tools for Fortran code are ADIFOR [1] and
TAMC [2], which will produce local flux Jacobian code. Recently, the elimina-
tion approach to AD [4] via source transformation has been implemented in the
ELIAD tool [9]. Here, we present its use for local flux Jacobian code.

2 Matrix Interpretation of Automatic Differentiation

Source transformation AD tools take as input computer code defining depen-
dent variables (outputs) y € IR™ in terms of independent variables (inputs)
xz € IR" via intermediate variables v € IRP. They output code to calculate
Jacobian x matrix[matrix x Jacobian] products J-M[M-J] via the forward[reverse]
mode. Setting M = I,,[M = I,;] the n x n[m x m] identity, enables Jacobian
calculation. This process is described mathematically via the extended Jacobian
system.
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2.1 The Extended Jacobian System

Consider an example code comprising 5 floating point operations (FLOPs) and

1 nonlinear operation (NLOP),

V1 =21 T2
vy = V3

v3 = 2 % Uy
vg = sin(v3)
Y1 = Vg * T3
Y2 = Vg *xT1

with n = 3 independent variables z;, 2, 3, p = 4 intermediate variables vy, . ..

?

y Vg

and m = 2 dependent variables y;,y>. We wish to calculate the dense Ja-
cobian J = [0y;/0z;],i = 1,2,j = 1,2,3. We define the gradient operator

= (8/0=,...0/0x,), differentiate the 3 identities —z; = —z;,4 = 1,...,

and each line of (1) to give the extended Jacobian System JgD = R,
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at a cost of 1 FLOP and 1 NLOP. In general, we may write the computa-
tional cost, cost(J), of calculating the Jacobian J of a function F' by AD as
cost(J) = cost(F') + cost(Jg) + cost(linear solve), with cost(F') that of calculat-
ing the original function and cost(Jg) that of calculating entries of the extended
Jacobian, both of which are fixed for a particular function F'. However, different
modes of AD are defined in terms of how the system JgD = R is solved and

this cost, cost(linear solve), therefore varies.

2.2 Conventional Forward and Reverse Mode AD

By writing the solution of (2) as D = Jg ! R, the Jacobian is expressed as

J=P'Jg 'R,

(3)

where PT = [0, (p+n), Im] and 05 (pir, % is the m x (p + n) zero matrix. We

may group the operations in (3) as J = P

(Je~'R) and solve D = Jg ' R via

forward substitution (Jg is lower triangular). Premultiplying by PT extracts
the last m rows of D so requires no FLOPs. This is the matrix interpretation
of forward mode AD as in ADIFOR and TAMC. Such tools exploit the sparsity
of Jg and R but not of the derivatives D'. This approach solves (2) to give J

! N.B. Run-time exploitation of D’s sparsity via SparsLinC’s [1] sparse derivatives is

potentially costly due to the manipulation of non-zero entry indecies [3, p134]
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using cost(linear solve) = 27 multiplications. Generally, for forward mode AD
cost(linear solve) is bounded above by n x N.zo multiplications with N..o the
number of non-zero off-diagonal entries in Jg.

Alternatively, group (3) as J = (PTJg~!)R and solve the upper triangular
system JgT A = P for the adjoints A via back substitution. This is a matrix
interpretation of reverse mode AD. Tools like TAMC exploit the sparsity of Jg T
but not of A and give cost(linear solve) bounded above by m x N.zo multipli-
cations. For our example this requires cost(linear solve) = 18 multiplications.

2.3 ElIIAD and AD Elimination Techniques for Jacobians

Computing J is equivalent to eliminating all intermediate variables Vv from (2)
to obtain the Vy; in terms of the Vz;. The Vv, may be eliminated in any order,
but the cost may be order dependent. In [4], it was shown that monotonic in-
creasing[decreasing] pivot orders are equivalent to conventional forward|reverse]
mode AD with compile time exploitation of the sparsity of D[A]. For our exam-
ple this costs 10[10] multiplications, substantially less than conventional AD.

Efficiency is also boosted, though to a lesser extent, by choice of a good elim-
ination ordering. For our example, eliminating Vs first costs one multiplication.
Then eliminating Vwvs, Vv and finally Vv costs 1,2 and 4 multiplications re-
spectively. This so called cross country elimination [3] obtains J from Jg at
a cost of only 8 multiplications. Though this example is contrived, more than
halving the number of multiplications compared to the best of forward/reverse
modes, we will demonstrate (Sect. 3) great efficiency gains for functions taken
from a CFD solver. For the results in this paper, all orderings are obtained by
choosing, at each step of the elimination, the Vv; with the lowest Markowitz
cost [4], defined as the product of the number of non-zero off-diagonal entries
in Vuv;’s row and column in the partially eliminated extended Jacobian. It is an
upper bound on both the number of multiplications to eliminate the Vv;, and
on the associated fill-in.

Our tool ELIAD reads in a Fortran subroutine, determines the entries of Jg,
obtains a pivot order for elimination and then writes a new Fortran subroutine
comprising the original statements augmented by code to calculate the Jacobian.

3 Results

We apply ELIAD (Markowitz ordering) to flux calculations in a finite-volume
PNS space-marched flow-solver. Cell-centred primitive variables (pressure , den-
sity and velocity components) are extrapolated, utilising the twice differentiable
Van Albada limiter, to either side of a cell-face. Inviscid fluxes are then calculated
by Roe’s flux [7]. We calculate inviscid fluxes in the streamwise direction via the
Vigneron technique [12]. This ensures stable space-marching by multiplying the
stream-wise pressure gradient by a factor min(w(M), 1), with M the stream-wise
Mach number. We make the thin-layer approximation for viscous fluxes, set the
viscosity by Sutherland’s law and discretise gradients by finite-differencing. We
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used a COMPAQ Alpha DS20E workstation with 667 M Hz CPU and 1GB of
RAM.

3.1 Flux Jacobian Calculation

Table 1 shows the ratio of Jacobian to function CPU times used to calculate,
for randomised independent variables (inputs), the Jacobian of (a) the Roe flux
(n = 20, m = 5), (b) the Vigneron Flux (n = 5, m = 5) and (c) the viscous
flux (n = 10, m = 4). All calculations were performed for 10,000 random sets

Table 1. Efficiency of flux Jacobian calculations

(a) Roe flux, CPU(F) = 7.31 x 107" s

technique CPU(J(F'))/CPU(F") Error(J(F))
TAMC(forward) 18.5 0.0
TAMC(reverse) 9.1 3.6 x 1071¢
Finite Difference 24.1 4.0 x10°¢
ELIAD 4.7 5.6 x107"°
Approximate 15.0 3.6

(b) Vigneron flux CPU(F) =1.93x 107" s

technique CPU(J(F'))/CPU(F) Error(J(F))
TAMC(forward) 3.8 0.0
Finite Difference 9.8 1.3 x 107°
ELIAD 2.5 4.4 %1076
Approximate 1.1 1.1

(¢) Viscous flux Jacobian, CPU(F) = 4.22 x 107" s

technique CPU(J(F))/CPU(F) Error(J(F))
TAMC(forward) 5.8 0.0
TAMC(reverse) 3.6 0.0
Finite Difference 13.4 45x10°8
ELIAD 1.8 5.6 x 10717
Approximate 1.5 28x10°1!

of inputs repeated 10, 50 and 50 times respectively. We use the forward and re-
verse modes of TAMC [2], 1-sided finite-differencing and ELIAD with Markowitz
ordering. The approximate linearisations: assume constant eigen-vector/value
matrices and neglect TVD interpolation (Roe fluxes); assume constant w(M)
(Vigneron fluxes); neglect temperature dependence of viscosity (viscous fluxes).
The ELIAD generated code is twice as fast as the next fastest numerically exact
technique (TAMC reverse) for Roe and viscous fluxes and significantly faster
than TAMC(forward) for the Vigneron flux. We also show the maximum er-
ror in the Jacobians, assuming TAMC (forward) is exact. The ELIAD Jacobians
are correct to machine precision. The error in the 1-sided finite-difference ap-
proximation is in line with its truncation error. The error in the approximate
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linearisations is high, presumably due to the approximations made and use of
randomised inputs (a flow-field would have a smooth variation in inputs except
at discontinuities).

Mach 2 Supersonic Diffuser After incorporating the ELIAD and TAMC
Jacobian code into our PNS solver we calculated the inviscid flow-field into a
diffuser of initial width 0.4 units, final width 0.26 units and length 0.8 units.
The half geometry grid uses 25 cells cross-stream and 160 evenly spaced stream-
wise cells with a symmetry boundary condition on the centre-line. Within the
space-marching algorithm we enforced a fall in residual by a factor of 10~ for
each successive cross-flow solution. Table 2 gives overall performance details.
Excepting the approximate linearisation, quadratic convergence was observed
and use of ELIAD generated code improved overall performance.

Table 2. CPU Times and Speed-Up for Supersonic Diffuser

Linearisation total No. iterations run-time (s) speed-up

Approximate 1335 1.03 1

Sparse FD 497 0.74 14
TAMC 497 0.37 2.8
ELIAD 497 0.33 3.1

Mach 2 Laminar Boundary Layer As a viscous test case we calculated the
laminar boundary layer over a 0.93 units long flat-plate with temperature T,, =
221.6 at inflow and a Reynolds number of 1.65 x 10® per unit length. Far-field
free-stream and no-slip, isothermal (' = T4 ) wall boundary conditions are
applied. We used a grid of 40 cells cross-stream and 93 evenly spaced stream-wise
cells. The residual fell by a factor of 10719, or reached an absolute value less than
1x 10719 at each successive cross-flow solution plane. Table 3 gives performance
data. Excepting the approximate linearisation, quadratic convergence was again
observed and the ELIAD generated code greatly improved overall performance.

Table . CPU Times and Speed-Up for Laminar Boundary Layer

Linearisation total No. iterations run-time (s) speed-up

Approximate 4906 2.86 1
Sparse FD 383 1.10 2.6
TAMC 383 0.43 6.7

ELIAD 385 0.34 8.4
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onclusions

Local Jacobian code generated by the elimination AD tool ELIAD executes up
to twice as fast as that generated by standard AD techniques and its use within
Jacobian assembly for a 2-D PNS Newton solver gave increased performance.
The Roe flux results are our first application of ELIAD to a code with branching
(Harten’s entropy fix) and the implementation is sketched in [8]. ELIAD is to
be extended (nested branching, subprograms) and new pivot order heuristics
developed to take account of all FLOPs and re-use of arithmetic registers [9].
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